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Abstract 

Adequate problem representations require the 
identification of abstractions and approximations 
that are well suited to the task at hand. In this 
paper we introduce a new class of approximations, 
called cuusal approximations, that are commonly 
found in modeling the physical world. Causal ap- 
proximations support the efficient generation of 
parsimonious causal explanations, which play an 
important role in reasoning about engineered de- 
vices. The central problem to be solved in generat- 
ing parsimonious causal explanations is the iden- 
tification of a simplest model that explains the 
phenomenon of interest. We formalize this prob- 
lem and show that it is, in general, intractable. In 
this formalization, simplicity of models is based on 
the intuition that using more approximate models 
of fewer phenomena leads to simpler models. We 
then show that when all the approximations are 
causal approximations, the above problem can be 
solved in polynomial time. 

Introduction 
One of the earliest important ideas in AI is that ef- 
fective problem solving requires the use of adequate 
problem representations [Amarel, 19681. Adequate 
problem representations incorporate abstractions and 
approximations that are well suited to the problem 
solving task. Different types of abstractions and ap- 
proximations have been identified for a variety of 
tasks: abstractions in ABSTRIPS [Sacerdoti, 19741 
speed up planning by dropping select operator precon- 
ditions; approximations in mathematical domains sim- 
plify equation solving by ignoring ne ligible quantities 
[Bennett, 1987; Raiman, 19911; PLR Sacks, 19871 ana- f 
lyzes dynamic engineering systems using piecewise lin- 
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ear approximations of ordinary differential equations; 
fitting approximations support efficient model sensitiv- 
ity analysis [ Id, 1990; Weld, 19911; horn approximcc 
tions of a logical theory allow efficient inference [Sel- 
man and Kautz, 19911. In this paper we introduce a 
new class of approximations, called causal approxima- 
tions, that are commonly found in modeling the physi- 
cal world. Causal approximations support the efficient 
generation of parsimonious causal explanations. 

Parsimonious causal explanations play an important 
role in reasoning about engineered devices [Weld and 
de Kleer, 19901: (a) they are a vehicle for explain- 
ing phenomena of interest to a human user; and (b) 
they cau be used to focus subsequent reasoning: in 
design, causal explanations allow the identification of 
changes to be made to a device to create a better de- 
sign; in diagnosis, causal explanations focus the rea- 
soning on just what could have caused a symptom; 
causal explanations can guide quantitative analysis. 
Causal explanations are usually generated from under- 
lying device models [de Kleer and Brown, 1984; For- 
bus, 1984; Williams, 1984; Iwasaki and Simon, 1986; 
Iwasaki, 19881. Hence, to generate parsimonious ex- 
planations, the underlying device models must be as 
simple as possible. 

Device models can introduce irrelevant details into 
causal explanations either by modeling irrelevant phe- 
nomena, or by including needlessly complex models of 
relevant phenomena. Consider the temperature gauge 
in figure 1, consisting of a battery, a wire, a bimetal- 
lic strip, a pointer, and a thermistor. A thermistor 
is a semiconductor device; an increase in its tempera- 
ture causes a decrease in its resistance. A bimetallic 
strip has two strips made of different metals welded 
together. Temperature changes cause the two strips 
to expand by different amounts, causing the bimetal- 
lic strip to bend. The following is a causal explana- 
tion of how the gauge works: the thermistor’s temper- 
ature determines its resistance. This determines the 
circuit current, which determines the heat generated 
in the wire, and hence the bimetallic strip’s tempera- 
ture. This determines the bimetallic strip’s deflection, 
which determines the pointer’s angular position. 
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Figure 1: A temperature gauge 

To generate the above explanation, we model the 
wire as a resistor that dissipates heat due to current 
flow. Modeling irrelevant phenomena (e.g., the electro 
magnetic field generated by the wire) is unnecessary. 
Approximating the wire’s resistance by assuming it is 
constant is adequate-more accurate models that in- 
clude the dependence of the wire’s resistance on its 
temperature or length are unnecessary. 

No single device model is adequate for generating 
parsimonious explanations for all phenomena: every 
model will be either unnecessarily complex or too sim- 
ple to explain some phenomenon. For example, unlike 
in the previous case, to explain how the length of the 
wire affects the functioning of the temperature gauge, 
the dependence of the wire’s resistance on the wire’s 
length must be modeled. Hence, a system that gener- 
ates parsimonious causal explanations for a variety of 
device phenomena must be able to generate a simplest 
model that explains the phenomenon of interest. 

In this paper we formalize the problem of con- 
structing a simplest device model that explains a phe- 
nomenon. Device models are constructed by compos- 
ing model fragments, which are partial descriptions of 
phenomena. We define the simplicity of a device model 
based on a primitive approximation relation between 
model fragments. We show that the problem of finding 
a simplest device model that explains a phenomenon is 
intractable. We then introduce causal approximations. 
We show that when all the approximation relations be- 
tween model fragments are causal approximations, the 
causal relations grow montonically as models become 
more accurate. As a consequence, the above prob- 
lem becomes tractable. A number of examples demon- 
strate that causal approximations are commonly found 
in modeling the physical world. 

Formalizing the problem 
In this section we give a formal description of the prob- 
lem of constructing a simplest device model that ex- 
plains some phenomenon. Models of engineered de- 
vices are usually expressed as sets of equations. Hence, 

we start this section with a discussion of causal order- 
ing: the process of generating causal explanations from 
equation models. Next, we introduce model fragments, 
which are partial descriptions of phenomena. Device 
models are constructed by composing an appropriate 
set of model fragments. We then define coherent device 
models, and a simpler than relations between models. 
Finally, we give a formal statement of the problem and 
a theorem stating its intractability. 

Equations and causal ordering 
In this paper we will concentrate on algebraic equa- 
tions. Differential equations are discussed later. Equa- 
tions can be viewed as acausal representations of mech- 
anisms. To have a causal import, equations must be 
causally oriented so that one of the parameters of the 
equation is causally dependent on the other parameters 
of the equation. The dependent parameter is said to 
be causally determined by the equation. 

The causal orientation of an equation can be fixed 
a: priori [Forbus, 19841, or it can be inferred from the 
equations of a device model [de Kleer and Brown, 1984; 
Williams, 1984; Iwasaki and Simon, 1986; Iwasaki, 
19881. Fixing the causal orientation a priori is overly 
restrictive, since different causal orientations are often 
possible. However, not all causal orientations fit our 
intuitions about causality. For example, the equation 
v = iR, representing electrical conduction in a resis- 
tor, can be causally oriented in one of two ways: either 
V can be causally dependent on i and R, or i on V and 
R. The third possibility, R being causally dependent 
on V and i, makes no sense. 

The set of allowed causal orientations of an equa- 
tion, e, can be represented by the set, P..(e), of pa- 
rameters that can be causally determined by e. As a 
typographical aid, parameters that can be causally de- 
termined by an equation will be typeset in boldface, 
e.g., V = iR. Extend Pe to a set, E, of equations: 
P,(E) = u, E P,(e). 

The causa relations entailed by a set of indepen- 5 
dent equations is the causal ordering of the parameters 
used in the equations. (See [Iwasaki and Simon, 1986; 
Iwasaki, 19881 for a discussion of causal ordering.) 
The causal ordering can be generated efficiently by (a) 
causally orienting each equation such that each param- 
eter is causally determined by exactly one equation; 
and (b) taking the transitive closure of the causal de- 
pendencies entailed by the causal orientations.’ We 
formalize this as a causal mapping: 
Definition 1 (Causal mapping) Let E be u set of 
equations. A function F : E ---) PE( E) is a causal 
mapping if and only if (a) F is l-l; and (b) for each 
e E E, F(e) E P,(e). 

‘This algorithm is due to Serrano and Gossard [Serrano 
and Gossard, 198’71. They axe interested in evaluating a 
set of constraints. The parameter dependencies that they 
generate are identical to the causal ordering, and their al- 
gorithm can be viewed as causally orienting each equation. 
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Hence, a causal mapping causally orients each equa- 
tion such that each parameter is causally determined 
by at most one equation. A set of equations is com- 
plete if and only if there is an onto causal mapping, 
i.e., if each parameter is causally determined by some 
equation. Feedback manifests itself as a cycle in the 
causal dependencies generated by the causal mapping. 

Device models are constructed by composing model 
fragments [Falkenhainer and Forbus, 1991; Nayak et 
al., 19921. A model fragment is a set of indepen- 
dent equations that (partially) describe some physical 
phenomena in the device, e.g., a component or pro- 
cess model instance. Different model fragments can 
describe different phenomena, or can be different de- 
scriptions of the same phenomena. Model fragments 
provide an appropriate level of description: (a) un- 
like device models, they are reusable; and (b) not all 
meaningful physical phenomena can be represented by 
a single equation. 

Model fragments usually have structural and behav- 
ioral applicability conditions on their use [Falkenhainer 
and Forbus, 1991; Nayak et aI., 19921. In this paper we 
do not explicitly model these applicability conditions. 
Rather, we assume that the set of model fragments 
under consideration are precisely the ones whose ap- 
plicability conditions are satisfied. 

Let ml, 7732 be model fragments. m2 is said to con- 
tradict ml (written con(m1, m2)) if they make con- 
tradictory assumptions about the domain. m2 is said 
to be an approximation of ml (written app(m1, m2)) 
if it is a domain-dependent fact that ml is a more 
accurate model of some phenomenon than m2. It is 
important to note that con and app are primitive, 
domain-dependent relations between model fragments, 
i.e., these relations cannot, in general, be derived from 
the equations of the model fragments. However, one 
can see that con is irreflexive and symmetric, that app 
is irreflexive, anti-symmetric, and transitive, and that 
approximations are also contradictory: 

7 con(ml , ml ) (1) 
con(ml , m2) 3 con(m2, ml) (2) 

‘aPP(ml9 ml 1 (3) 
app(ml, m2) * -w(m2 y ml) (4 

am(m , m2) A aw(m2, m3) =+ a&m, m3) (5) 
app(w , m2) =+ con(ml, m2) (6) 

Model fragments are organized into assumption 
classes [Addanki et al., 1991; Falkenhainer and For- 
bus, 1991; Nayak et al., 19921, which are sets of mutu- 
ally contradictory model fragments that can be viewed 
as different descriptions of the same phenomena. In 
the rest of the paper we assume that the con relation 
partitions the set of model fragments into a set of mu- 
tually consistent assumption classes, i.e., model frag- 

ideal-cond(wire): VW = 0 
ideal-ins(wire) : i, = 0 
conat-restvise) : VW = i,&; exogenousf 

dep-rescwire): VW = &R,; &, = pwlw/Aw 
app(const-res(wire), ideal-cond(wire)) 
app(const-res (wire), ideal-ins (wire)) 
app(dap-res(wire), const-rescwire)) 

Figure 2: Electrical conduction model fragments 

ments are in the same assumption class if and only if 
they are contradictory. This assumption is reasonable 
since there is little reason for model fragments describ- 
ing different phenomena to be mutually contradictory. 

Figure 2 shows the model fragments in an as- 
sumption class describing electrical conduction in 
the wire, and the approximation relations between 
them. (exogenous( ) is a shorthand for = c, for 
some constant c.) Note that const-res ire) and 
dsp-res(sire) are not complete descriptions of elec- 
trical conduction. Note also that there is nothing in- 
herently contradictory about the equations of the first 
two model fragments- the contradiction between them 
is a domain fact. 

odels 
A device model is a set of model fragments describing 
various phenomena in the device. A coherent device 
model satisfies the following three properties. First, 
coherent models must be consistent. A model is consis- 
tent if no two model fragments in it are mutually con- 
tradictory, i.e., the model contains at most one model 
fragment from each assumption class. Second, coher- 
ent models must be complete. A model is complete 
if the set of equations in the model fragments of the 
model is complete. All parameters of a complete model 
can be determined by the model’s equations. 

Third, coherent models must satisfy any domain- 
independent, domain-dependent, and device depen- 
dent constraints on the assumption classes used in 
them [Falkenhainer and Forbus, 1991; Nayak et al, 
19921. For example, because of the linkage between the 
pointer and the bimetallic strip, any coherent model of 
the temperature gauge that includes a model fragment 
describing the pointer’s rotation must also include a 
model fragment describing the bimetallic strip’s de- 
flection. We capture these additional constraints us- 
ing the reqlsa’res relation on assumption classes. If 
A4 is a coherent model, and Al, A2 are assumption 
classes, requires(A1, A2) says that whenever iI4 con- 
tains a model fragment from Al, M must also con- 
tain a model fragment from Az.~ Note that requires 

20ther types of requires relations are also possible, e.g., 
reguires(on, A) says that every coherent model that includes 
model fragment m must include a model fragment from 
assumption class A. However, we will not discuss these 
variations here. 
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linkage&ms,ptr): 
therral-bms (bms 1: 

heat-flow(brs,atr) : 
heat-f low (wire ,brs) : 

cons+temp(atm) : 
thermal-equil (bmsl : 

thermal-equil(wire): 
const-res(wire): 

thermal-restwire): 
elec-therrctherristor): 
cons+voltage(battery1: 

kvl-kc1 : 
Input : 

@P = klxb 
xb = k2Tb 
fba = h(Tb - T,) 
f tub = h(Tw - a) 
exogenous(T,) 
fbo = fwb 
f fw wb = 
VW = i, R,; exogenous(li, ) 
fw = v,i, 
I$ = itRt; & = kgekelTt 
exogenous(V, ) 
vu = v, $ v& i, = it; it = i, 
exogenous(Tt ) 

Xb: Bms deflection 
Rt: Thermistor resistance 
Vt: Thermistor voltage 

VW: Wire voltage 
V,: Battery voltage 
Ta: Atm temperature 
Tt: Thermistor temperature 

0,: Pointer angle 
R,: Wire resistance 

it: Thermistor current 
i,: Wire current 
i, : Battery current 
Tb: Bms temperature 
Tw : Wire temperature 
fbo: Heat flow (bms to atm) furb: Heat flow (wire to bms) 
f,,,: Heat generated in wire kj: Exogenous constants 

Figure 3: A possible model of the temperature gauge 

statements typically have preconditions. In this paper, 
instead of explicitly modeling these preconditions, we 
assume that the only requires statements under con- 
sideration are the ones with true preconditions. 

We use the app relation between model fragments 
to define a simpler than partial ordering on models. 
This definition of simplicity is based on the following 
two intuitions: (a) a model is simpler if it models fewer 
phenomena; and (b) approximate descriptions are sim- 
pler to use than more accurate ones. 
Definition 2 (Simplicity of models) A model M2 
is simpler than a model Ml (written MS 5 Ml) if for 
each model fragment m2 E M2 either (a) m2 E Ml; or 
(b) there is a model fragment ml E Ml such that m2 
is an approximation of ml, M2 is strictly simpler than 
Ml (written MS < Ml) if M2 i Ml and Ml f M2. 

Figure 3 shows the model fragments and equations 
in a model of the temperature gauge. Replacing 
const-res(wire) by ideal-cond(wire) results in a 
simpler model, while replacing it with dep-res(wire) 
results in a more complex model. 

Finally, we represent the phenomenon to be ex- 
plained by a query, causes?(pl,p2), which requests a 
causal explanation for how p1 causally determines ~2. 
We use the query to define a causal model: 
Definition 3 (Causal Model) A coherent device 
model is a causal model with respect to a query 
causes?(pl, p2) if and only if pl causally determines p2 
in the the causal ordering of the parameters generated 
using the model’s equations. A causal model is a min- 
imal causal model if and only if every strictly simpler 
coherent model is not a causal model. 
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For example, the query causes?(Tt , op) requests 
an explanation for how the thermistor’s temperature 
causally determines the pointer’s angular position. 
Figure 4 shows the causal ordering of the parameters 
generated from the model in figure 3. (The bracketed 
parameters form a feedback loop.) Since Tt causally 
determines op in this causal ordering, the model in fig- 
ure 3 is a causal model with respect to this query. 

Problem statement 
Using the formalization developed above, we now give 
a formal statement of the problem of finding a simplest 
model that explains the phenomenon of interest. We 
call this the MINIMAL CAUSAL MODEL problem: 
Definition 4 (MINIMAL CAUSAL MODEL) 
Let M be a set of model fragments. Let %on” and 
Uapp” be binary relations on model fragments that sat- 
isfy constraints l-6. Let “con” partition M into a set 
A of mutually consistent assumption classes and let 
%equires” be a binary relation on assumption classes. 
Let p1 and p2 be parameters, and let causes?(pl ,p2) be 
the query. Find a minimal causal model, i.e., a mini- 
mal, coherent model that is able to answer the query. 
We call the corresponding decision problem (“Does 
there exist a causal model?“) the CAUSAL MODEL 
problem, and state the following theorem: 
Theorem 1 The CAUSAL MODEL problem is NP- 
complete. 

The proof of this theorem is based on a reduction 
from ONE-IN-THREE 3SAT. ON&IN-THREE 3SAT, 
which is exactly like 3SAT except that each clause is 
required to have exactly one true literal, is shown to 
be NP-complete in [Schaefer, 19781. Briefly, the re- 
duction introduces a model fragment for each literal in 
an instance of ONE-IN-THREE 3SAT, with model frag- 
ments corresponding to complementary literals being 
placed in the same assumption class. The mapping 
between truth assignments and models is straightfor- 
ward: a literal is true if and only if the corresponding 
model fragment is in the model. Equations are as- 
signed to model fragments to ensure that a model is a 
causal model if and only if the corresponding truth as- 
signment assigns exactly one true literal to each clause. 
See [Nayak, 19911 for details of this and other proofs. 
The intractability of the MINIMAL CAUSAL MODEL 
problem is an immediate corollary: 
Corollary 1 The MINIMAL CAUSAL MODEL prob- 
lem is NP-hard. 

Causal approximations 
In this section we introduce causal approximations and 
the ownership of parameters by assumption classes. 
We show that if an instance of MINIMAL CAUSAL 
MODEL is such that (a) all the approximation rela- 
tions between model fragments are causal approxima- 
tions; and (b) h w enever two assumption classes own 
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Tt - -4 fW - fw zb - 0 P 

Figure 4: Causal ordering of the parameters 

the same parameter they require each other, then the 
causal relations entailed by coherent models increase 
monotonically as models become more accurate. An 
important consequence of this is that whenever a model 
is not a causal model, no strictly simpler model is 
a causal model. This leads to a polynomial time al- 
gorithm to solve instances of the MINIMAL CAUSAL 
MODEL problem that satisfy the above properties. 

In what follows, let 

I= (M, con, QPP, A, rq@=m,n) (7) 

be an arbitrary instance of MINIMAL CAUSAL 
MODEL, -where the elements of the tuple on the right 
hand side are as in definition 4. We start by defining 
local parameters: 

Definition 5 (Local parameters) A parameterp is 
said to be local to a model fragment rn E M if and only 
if p can be causally determined by the equations of m, 
but not by the equations of any model fragment that 
does not contradict m: 

p E P,(m) A (Vm’ E M) p E P,(m’) =+ con(m’, m) 

The above definition implies that local parameters can 
be causally determined only by equations of model 
fragments of a single assumption class. Next, we define 
causal approximations. The idea underlying this def- 
inition is that if m2 is a causal approximation of ml, 
then any causal orientation of the equations of m2 can 
be extended to a causal orientation of the equations of 
ml in a straightforward manner:3 

Definition 6 (Causal approximation) A model 
fragment m2 is said to be a causal approximation of 
a 

1. 
2. 

model fragment ml if and only if: 
m2 is an approximation of ml; 
There exists a l-l mapping G : m2 --) ml such that 

for each e E m2, P(e) C_ P(G(e)), and P,(e) C_ 
PCWN. G( > d e an e are said to be corresponding 
equations; and 

9. Let E* denote the equations of ml that have no cor- 
responding equations in m2, and let P* denote the 
set of parameters that are local to ml, but not used 
in m2. Then there exists an onto causal mapping 
L:E*+P’. 

3 P(e) return s the set of all parameters in equation e. 

Condition 1 ensures that causal approximations are ap- 
proximations. Condition 2 ensures that for any causal 
orientation of an equation e E m2, there exists a causal 
orientation of G(e) E ml which entails a superset of 

relations. Condition 3 ensures that newly intro- 
local parameters can be causally determined. 

The approximations in figure 2 are causal approxi- 
mations if we let &, be a local parameter. For exam- 
ple, ideal-cond(wire) is a causal approximation of 
cons+res(wire) because the equation VW = 0 can 
be matched to VW = ;,&,, and const-res(wire) 
introduces &,,, a new local parameter not used in 
ideal-cond(wire) , which can be causally determined 
by exogenous(& ). 

The following lemma tells us that when all the ap- 
proximations are causal approximations, if we simplify 
a model without dropping any assumption classes, the 
causal relations entailed by the new model are a subset 
of the causal relations entailed by the original model: 

Lemma 1 Let Z be an instance of MINIMAL CAUSAL 
MODEL such that all the uapp” relations are causal 
approximations. Let Ml, M2 E M be coherent models 
such that (a) Ml 5 iW2; and (b) for every assumption 
class A E A, either both or neither Ml and iI42 contain 
a model fragment from A. The causal relations entailed 
by Ml are a subset of the causal relations entailed by 
M2. 

This lemma’s proof is based on the fact that a causal 
mapping of the equations of Ml can be extended in 
a straightforward manner to a causal mapping of the 
equations of M2 using conditions 2 and 3 in defini- 
tion 6. To extend this lemma to simplifications involv- 
ing the dropping of assumption classes, we introduce 
the ownership of parameters by assumption classes. 
These are the parameters that might be causally deter- 
mined by equations of model fragments of that class: 

arameter ownership) The param- 
eters owned by an assumption class A, denoted by 
owns(A), are the parameters that can be causally de- 
termined by the equations of model fragments of A: 
owns(A) = UmEA E(m). 
One can view an assumption class as being possibly 
relevant to the parameters it owns. For example, the 
assumption class in figure 2 owns VW, i,, and &,,, but 
not pw,lw, and A,. 
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f”nnctisn find-minimal-causal-model( M,Z) 
if M is not a causal model then 

/* Siuce no simpler model can be a causal model */ 
return nil 

else 
for each AK’ E simpZifications(M,Z) do 

result := find-minimal-causal-model(M’, a) 
if result # nil then 

/* A simpler causal model has been found */ 
return result 

endif 
endfop 
/* No simplification is a causal model, but A4 is */ 
return M 

endif 
end 

Figure 5: Function find-minimal-causal-model 

If we stipulate that whenever two assumption classes 
own a common parameter they also require each other 
( i.e., a coherent model must include all assumption 
classes possibly relevant to all its parameters), we can 
extend lemma 1 to all simplifications: 

Lemma 2 Let Z be an instance of MINIMAL CAUSAL 
MODEL such that all the “app” relations are causal ap- 
proximations. Let the %equires” relation be such that 
if two assumption classes own the same parameter then 
they “require * each other. Let Ml, M2 C M be coher- 
ent models such that Ml < Ms. The causal relations 
entailed by Ml are a subset of the causal relations en- 
tailed by M2. 

The importance of lemma 2 is that instances of MIN- 
IMAL CAUSAL MODEL that satisfy the lemma’s con- 
ditions can be solved in polynomial time using the 
function find-minimal-causal-model shown in figure 5. 
Find-minimal-causal-model takes two inputs: (a) Z, an 
instance of MINIMAL CAUSAL MODEL; and (b) a co- 
herent model M. It returns a minimal causal model 
that is simpler than M. If there is more than one min- 
imal causal model, it returns the first one it finds. If 
no such model exists, it returns nil. 

Simplifications(M), used in find-minimal-causal- 
model, returns the set of coherent models that are 
just simpler than M. A coherent model M’ is just 
simpler than M if M’ < M and there does not ex- 
ist a coherent model M” such that M’ < M” < M. 
Find-minimal-causal-model(M, Z) works by systemat- 
ically searching the simplifications of M, until it finds 
a causal model M’ such that all the simplifications of 
M’ are not causal models. Lemma 2 then assures us 
that M’ is a minimal causal model. More precisely, we 
have the following theorem: 

Theorem 2 Let Z be an instance of MINIMAL 
CAUSAL MODEL such that all the “app” relations are 
causal approximations. Let the “requires” relation be 
such that if two assumption classes own the same pa- 

Massless objects Non-relativistic mass 
Rigid bodies Frictionless motion 
Elastic collisious Ideal gases 
Carnot engines Inviscid fluid flows 
Constant gravity Constant resistivity 
Infinite heat sources/sinks 
Ideal thermal iusulators and conductors 
Ideal electrical insulators and conductors 

Figure 6: Examples of causal approximations 

rameter then they %equire” each other. Let each as- 
sumption class in A have a single most accurate model 
fragment, and let the set of these model fragments 
be M, the most accurate model of Z. Find-minimal- 
causal-model(M,Z) finds a minimal causal model of Z 
if one exists, and returns nil otherwise, in time poly- 
nomial in the size of 1. 

This theorem’s proof is based on lemma 2 and the fact 
that under the conditions of the theorem every coher- 
ent model has a polynomial number of simplifications. 

iSCUSSiOgl 

Causal approximations are relatively common in mod- 
eling the physical world. Figure 6 shows some com- 
monly used approximations, all of which are causal 
approximations (see [Nayak, 19911 for the equations). 
We have constructed a library of about 150 model frag- 
ments as part of an automated model selection system 
[Nayak et al., 19921 in which all the approximations 
are causal approximations. 

The results of this paper extend in a straightforward 
manner to models involving differential equations, as 
long as approximating a differential equation does not 
convert it into an algebraic equation. In [Iwasaki, 
19881, Iwasaki identifies two ways of approximating 
a differential equation, exogenizing and equilibrating, 
and defines self-regulating equations. The results of 
this paper continue to apply if exogenizing is allowed 
and if the e uilibration of self-regulating equations is 
allowed (see 1 Nayak, I99I] for details). 

One problem with our definition of a minimal causal 
model is that it makes no mention of the causal strength 
of an explanation. For example, another “explanation” 
of the working of the temperature gauge in figure 1 is 
based on heat flow from the thermistor to the wire 
via thermal conduction at the junction between them. 
However, the strength of this “explanation” is insignifi- 
cant compared to the explanation given earlier because 
of the large value of the thermal resistance at the junc- 
tion. To properly quantify the strength of a causal ex- 
planation, one needs the values of parameters, i.e., one 
needs the device behavior. In [Nayak et al., 19921 we 
describe an implemented system that uses device be- 
havior and a modified version of find-minimal-causal- 
model to find a simplest model that provides significant 
explanations of a phenomenon. 
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elate ark 
Weld [Weld, 19901 ’ t d m ro uces an interesting class of 
approximations called fi~ingr approximations. riefly, 
a model A& is a fitting approximation of a m el Ii41 
if Mr contains an exogenous parameter, called a fit- 
ting parameter, such that the predictions using Mi ap- 
proach the predictions using A&, as the fitting param- 
eter approaches a limit. Fitting approximations and 
causal approximations are fundamentally incompara- 
ble, since the former talks about behavior 
and the latter about causal dependencies. 
ther class subsumes the other. owever, in practice, it 
seems that most fitting approximations are also causal 
approximations, e.g., 
tions in [Weld, 19911 

most of the fitting approxima- 
are also causal approximations. 

In [Williams, 19911, Williams introduces critical ab- 
stractions, which are similar to our minimal causal 
models. His emphasis is on automatically creating a 
critical abstraction from a base description, whereas 
our emphasis has been on constructing appropriate 
models from a prespecified space of possible model 
fragments. 

In conclusion, constructing adequate problem rep- 
resentations involves the identification of abstractions 
and approximations that are particularly suited for the 
problem solving task. In this paper we introduced 
a new class of approximations, called causal approx- 
imations, that are commonly found in modeling the 
physical world. Causal approximations support the ef- 
ficient generation of parsimonious causal explanations. 
Parsimonious causal explanations are derived from a 
simplest model that explains the phenomenon of inter- 
est. We formalized the problem of finding a simplest 
model that explains the phenomenon of interest and 
showed that, in general, it is intractable. We then 
showed that when (a) all the approximation relations 
between model fragments are causal approximations; 
and (b) the requires relation is such that whenever two 
assumption classes own the same parameter they TY- 
q&e each other, then the causal relations entailed by 
coherent models increase monotonically as models be- 
come more accurate. This led to a polynomial time 
algorithm for finding a simplest model that explains 
a phenomenon. A number of examples demonstrate 
that causal approximations are common in modeling 
the physical world. We believe that causal approxima- 
tions will play an important role in reasoning about 
engineered devices. 
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