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Abstract 
A car-like indoor mobile robot is a kinematically 
constrained robot that can be modelled as a 2D 
object translating and rotating in the horizontal 
plane among well-defined obstacles. The kinematic 
constraints impose that the linear velocity of the 
robot point along its main axis (no sidewise mo- 
tion is possible) and restrict the range of admissi- 
ble values for the steering angle. In this paper’ we 
describe a fast path planner for such a robot. This 
planner is one to two orders of magnitude faster 
than previously implemented planners for the same 
type of robot. In addition, it has an anytime flavor 
that allows it to return a path in a short amount 
of time, and to improve that path through itera- 
tive optimization according to the amount of time 
that is devoted to path planning, The planner is 
essentially a combination of preexisting ideas. Its 
efficiency derives from the good match between 
these ideas and from various technical improve- 
ments brought to them. 

Introduction 
An autonomous robot must be equipped with a naviga- 
tion system to plan and monitor its motion. An impor- 
tant step toward generating a motion plan to achieve 
a given goal configuration is to compute a (collision-) 
free path connecting the robot’s current configuration 
to the goal one. In general, this path is not the motion 
plan, and the latter typically specifies sensory interac- 
tion to deal with both uncertainty in the world model 
and imperfect low-level control. However, a free path 
is an essential piece of information to be used by the 
rest of the navigation system. For instance, it may be 
used to identify important environmental landmarks to 
be detected by the sensors at execution time. 

‘This work has g reatly benefited from previous work with 
Jdrbme Barraquand and from the recent work of Jean-Paul 
Laumond and Michel Taix. The author also expresses his 
gratitude to Michel Taix who provided the source code of 
the functions implementing the computation of the Reeds 
and Shepp curves. 

In fact, the navigation system may invoke the path 
planner multiple times with various constraints in order 
to obtain several paths. For instance, it may seek for a 
free path that will allow the sensors to detect enough 
environmental landmarks to reliably monitor the mo- 
tion. Hence, the path planner is embedded in a larger 
system, requiring that it be very efficient. Just as hu- 
mans plan their own paths effortless (but this does not 
mean that the underlying computations are simple), a 
robot should be able to plan its paths in a fraction of 
a second, even in relatively complex environments. In 
this paper we describe a path planner for a car-like in- 
door mobile robot that comes much closer to this goal 
than previously published planners. 

For example, our implementation of the planner (in 
C) generates the path shown in Fig. 4.a2 in 3.8 seconds 
on a 68030-based NEXT computer, which, by current 
standards, is not considered a fast workstation. In ad- 
dition to being fast, our planner has a useful “anytime” 
flavor (Boddy & Dean 1989). For instance, in the ex- 
ample of Fig. 4.a, it first determines that there exists 
a path in 1.5 second and then it builds a feasible path 
(shown in Fig. 3.a) in an additional 0.4 second. Fi- 
nally, it optimizes this path according to the amount 
of computing time that is allocated to it. Optimization 
results in the shorter path shown in Fig. 4.a, which also 
has less reversals (changes of sign of the linear veloc- 
ity). In theory, the longer the optimization, the better 
the result. However, the path shown in Fig. 4.a, which 
is obtained after 1.9 second of optimization, is close to 
the best path that the planner can generate. 

The fact that the robot is “car-like” means that it 
is constrained by so-called “nonholonomic” kinematic 
constraints: it cannot move sidewise and its turning 
radius is lower-bounded. The first constraint reduces 
the number of controls to two (the linear velocity and 
the steering angle) without changing the dimension 

21n a.ll figures, the robot is a rectangle with a dot at its 
center and a black triangle indicating the forward direction 
of the robot. Each path begins at the initial configuration 
and ends at the goal configuration. Hence, the robot is fully 
visible only at the goal configuration. The black areas are 
the workspace obstacles. 
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(three) of the robot’s configuration space (Barraquand 
& Latombe 1989b). The second constraint limits the 
range of possible values for the steering angle. Because 
this simplifies their construction, most mobile robots 
are subject to these constraints. However, it also makes 
path planning more difficult since any free path may no 
longer be feasible. For example, the free paths shown 
in Fig. 1, which require the robot to move sidewise, are 
not feasible by a car-like robot. 

Our planner consists of two main modules. The first, 
called the holonomic planner, generates a free path for 
the robot assuming no kinematic constraints. Hence, 
this path is in general not feasible. The second mod- 
ule, called the nonholonomic planner, transforms the 
non-feasible path into a feasible one and upon request 
optimizes the feasible path in an incremental fashion. 
The holonomic planner makes use of a potential-field 
planning method described in (Barraquand & Latombe 
1989a), with several improvements presented below. 
The nonholonomic planner uses a method developed 
in (Taix 1991). However, unlike in (Taix 1991), this 
method is applied here to non-feasible paths that avoid 
obstacles as generously as possible, which allows us to 
obtain significantly better performance. Hence, our 
planner is essentially a new combination of known ideas. 
It derives its power from the efficiency of its compo- 
nents, the good match between the ideas, and several 
technical improvements brought to them. 

Relation to Previous Work 
The path planning problem for kinematically con- 
strained mobile robot was introduced by Laumond 
(Laumond 1986). Laumond proved that a car-like mo- 
bile robot is controllable, i.e. if there exists a path for a 
robot with the same geometry and without kinematic 
constraints in an open subset S of the robot’s configu- 
ration space, then there also exists a path joining the 
same two configurations that satisfies the kinematic 
constraints and lies entirely in S. His proof is based 
on combining two basic maneuvers (standard paths in- 
cluding several reversals). One maneuver allows the 
robot to move sidewise, while the other makes it rotate 
with a zero turning radius. Each maneuver describes 
a path in configuration space that can be enclosed in 
an arbitrarily small open set. This proof, combined 
with a result presented in (Reeds & Shepp 1991) es- 
tablishing the shape of the shortest feasible paths for 
a car-like robot in the absence of obstacles, has been 
recently used to implement a three-phase planner (Taix 
1991). In the first phase, this planner generates a free 
path in the configuration space. In the second phase, 
it recursively decomposes this path into subpaths, until 
all the subpaths can be replaced by free shortest fea- 
sible paths. The outcome of the second phase is thus 
a free feasible path. In the third phase, the planner 
shortens the path and (as a side-effect) removes rever- 
sals. However, the implemented planner described in 
(Taix 1991) is not extremely efficient because the holo- 

nomic planning method it uses in the first phase pro- 
duces paths that tend to lie close to the obstacles. Our 
nonholonomic planner uses the same basic method, but 
because it is coupled to a holonomic planner that gen- 
erates paths that generously avoid obstacles, it is con- 
siderably faster. 

Using results from nonlinear control theory, Bar- 
raquand and Latombe gave another proof of the con- 
trollability of a car-like robot. This proof consists of 
showing that the dimension of the Lie algebra gener- 
ated by the controls of the car and their Lie brack- 
ets recursively computed is equal to the dimension of 
the configuration space (Barraquand & Latombe 198913 
and 1991). An operational planner based on this proof 
has been implemented. This planner uses a brute-force 
method that searches a large 3D grid of configurations. 
Using the number of reversals as the cost function, it 
applies a best-first search method that produces paths 
with minimal number of reversals (at the grid resolu- 
tion). However, the resulting paths are sometimes quite 
long. In addition, the time necessary to generate those 
paths grows as the cube of the grid resolution. 

The holonomic planning problem has been widely 
studied for more than ten years. Several methods (cell 
decomposition, roadmap, potential field) have been pro- 
posed to solve this problem (Latombe 1990). 

Holonornie Planner 
We model our robot as a rectangle (but any other 
polygon would be acceptable) moving in the horizon- 
tal plane. We represent a configuration of the robot by 
(x,Y,@ E R2 x [We), where x and y are the coor- 
dinates of the center of the rectangle in a fixed world 
coordinate system, and 0 is the angle between the x- 
axis of this system and the main axis of the rectangle. 
The space C = R2 x [0,2x) is the configuration space 
of the robot. The known obstacles in the workspace 
are modelled by their 2D projections into the horizon- 
tal plane. A configuration is free if the robot at this 
configuration intersects no obstacle. 

The holonomic planner is basically the path plan- 
ner described in (Barraquand & Latombe 1989a). A 
fine regular grid GC is thrown across C. In the exam- 
ples given in this paper, the resolution of this grid is 
192 x 128 x 36. The translational increments along the 
x and y axes have equal length. The angular incre- 
ment along the 0 axis is normalized, so that a rotation 
of the robot about its center by a angular increment 
causes a maximal displacement of its vertices approxi- 
mately equal to a translational increment. The initial 
and goal configurations are approximated to the nearest 
configurations in the grid, and a path is constructed as 
a sequence of free discretized configurations such that 
any two consecutive configurations are neighbors in the 
grid. We use the full neighborhood, i.e. a configuration 
has up to 26 neighbors whose computation takes the 
fact that 6 is defined modulo 2n into account. 

The grid GC is searched for a path in a best-first fash- 
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ion using a potential field U defined over the configu- 
ration space as the heuristic function. This potential is 
constructed with a global minimum at the goal config- 
uration. The search starts at the initial configuration. 
At every iteration, the leaf (a configuration in GC) of 
the current search tree which has the smallest value of 
U is expanded (i.e. its neighbors which have not been 
attained yet are added to the tree). As long as a lo- 
cal minimum of U has not been reached, the best-first 
search essentially corresponds to following the steepest 
descent of U. When a local minimum of U is attained, 
this search corresponds to filling up the local minimum 
until a saddle point of U is reached. Then the search 
resumes sliding along the steepest descent of W. If there 
is a free path in the grid, the search is guaranteed to 
find it. However, for the efficiency of the method, it 
is important that U be constructed so that it has few 
and/or small local minima. 

It is not difficult to construct a local-minimum free 
potential over GC that avoids the obstacles (Lengyel et 
al. 1990) However, this computation, which occurs in a 
3D grid, is relatively costly and varies as the cube of the 
grid’s resolution along each axis. Instead, we compute 
U by combining the values of potential functions Vi 
computed over the robot’s 2D workspace. Each func- 
tion Vi is associated to a “control point” Pi selected 
in the robot, and is constructed as a local-minima-free 
function with a global minimum at the goal position 
of Pi, i.e. the position of Pi when the robot is at the 
goal configuration. In addition, the construction of vi 
makes use of a network of curves, called the skeleton (a 
kind of generalized Voronoi diagram (Lee & Drysdale 
1981)), which is made of configurations that are equally 
distant from two obstacles. The skeleton is used to cre- 
ate “valleys” of Vi descending toward the goal posi- 
tion of Pi along paths that maximize the distance to 
the obstacles. (See (Barraquand & Latombe 1889a) or 
(Latombe 1990) f or a more detailed description of the 
computation of Vi.) In our planner, we use two control 
points PI and P2 (which is sufficient to deal with the 
position and orientation of the robot). At any configu- 
ration q, we compute U as: 

where Xi is the function that maps a configuration g 
to the position of Pi in the workspace when the robot 
is at q and E is a small positive constant (typically t % 
0.1). This definition of U corresponds to taking PI 
as the “leading” control point and pulling the robot 
by this point. The exact locations of PI and P2 in 
the robot have little impact on the average efficiency of 
the planning method. In the examples of this paper, 
Pi’is selected at the front of the robot (shown with a 
triangle in the figures) and P2 close to the center of 
the robot. This choice tends to produce paths along 
which the robot moves forward (which is an advantage 
if most of the robot’s sensors point forward). The value 
of U is computed only at those configurations which 
are attained by the search. 

In the example of Fig. 1, the computation of the skele- 
ton takes 1.6 second, but it has to be done only once 
for a given workspace. The computation of Vi (which 
occurs in a 2D grid) takes 0.5 second. Since V2 has 
basically the same shape as VI, we makes V2 equal VI 
over all the workspace, except in a neighborhood of the 
goal position of P2 where we replace the values of VI by 
a conic well having its minimum at this goal position. 
This virtually reduces the computing time of V2 to 0. 

ecause the Vg’s are free of local minima, U tends 
to have few local minima, though this is not totally 
guaranteed. For example, in the workspace of Fig. 1, 
local minima of U are rare despite the fact that the 
obstacles are highly non-convex. Local minima usu- 
ally occur in cluttered areas of the workspace when the 
two control points compete to achieve their respective 
goal positions. The above combination of Vi and V2 
is aimed at reducing competition by giving the leader- 
ship to PI, but harmful competition cannot be totally 
avoided. In general, competition leads towards non-free 
configurations and produces local minima located at the 
boundary of the free subset of GC. Because U does not 
totally prevent the search from reaching non-free con- 
figurations, each newly attained configuration has to 
be checked for possible collision. This phenomenon is 
well illustrated in the example of Fig. 1.a. The goal 
configuration of the robot is located in the upper-right 
corner of the workspace at the end of a narrow pas- 
sageway. During the search, the robot heads into this 
passageway with the wrong orientation, yielding a lo- 
cal minimum of U. Escaping this minimum ultimately 
leads the robot out of the passageway at a place where 
it can rotate before re-entering the passageway with the 
right orientation. In the example of Fig. l.a, this is the 
only local minimum encountered by the search. Escap- 
ing from a local minimum requires scanning SC locally 
to fill up the minimum. It certainly slows down the 
search, but it is nevertheless preferable to the system- 
atic computation of a local-minimum free potential U 
over the 3D grid. 

In (Barraquand & Latombe 1989a), collisions were 
checked by “drawing” the robot in the workspace 
bitmap. This technique allows for obstacles of abri- 
trary shapes, the cost of collision checking being only 
dependent of the resolution on the workspace bitmap. 
However, benchmarks have shown that most of the run- 
ning time of the planner was spent in collision checking. 
In our implementation, collision checking is performed 
by precomputing the obstacle region (C-obstacle) in GC. 
We do that by restricting the shape of the obstacles to 
polygons that are input as collection of possibly overlap- 
ping convex polygons. The C-obstacle corresponding to 
a convex polygon when the rectangular robot moves at 
fixed orientation is known to be another convex polygon 
that can be computed in time linear in the number of 
vertices of the obstacle (Lozano-Perez 1983). For each 
discretized orientation of the robot, we draw and fill the 
polygonal C-obstacles in a bitmap using the graphics 
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polygon-fill function available in the NEXT computer, 
as suggested in (Lengyel et al. 1990). We ultimately 
get a 3D bitmap with O’s for free configurations of GC 
and l’s for non-free ones. This computation is done 
only once for a given workspace, as long as the obsta- 
cles are not changed. With the workspace of Fig. 1, 
the 192 x 128 x 36 bitmap is computed in 1.52 second. 
Subsequent addition and removal of obstacles in the 
workspace could be handled in an incremental fashion, 
without repeating the full computation, but we have 
not implemented this facility. Using the bitmap repre- 
sentation of the C-obstacle region considerably reduces 
the time needed to search S;C. Actually, in order to 
guarantee that the generated path does not lie in the 
boundary of the free subset of GC, a necessary condi- 
tion for transforming this path into a feasible path, we 
impose that, in order to be accepted in the search tree, 
a configuration be free as well as all its neighbors. This 
increases the number of elementary tests; nevertheless, 
the collision checking procedure remains fast. 

In order to accelerate the search procedure we mark 
every attained configuration in another bitmap repre- 
sentation of the grid GC. Hence, testing whether an 
attained configuration is new, or not, takes constant 
time. Furthermore, the leaves of the search tree are or- 
ganized in a data structure directly accessible by the 
values of the potential U at these configurations. This 
data structure is made possible by the fact that the to- 
tal number of possible values of U is finite and easily 
precomputed from the maximal values of Vr and V2. 
It allows the planner to maintain a sorted list of the 
leaves in such a way that every insertion and removal 
operation on this list takes constant time rather than 
logarithmic time (as with a classical balanced tree). 

Fig. 1 shows two paths generated by the holonomic 
planner in the same workspace. In both cases, the reso- 
lution of the configuration space grid is 192 x 128 x 36. 
In the example of Fig. l.a, the search of GC takes 1 
second. With the computation of Vr and V2, the total 
planning time is 1.5 second. (This time does not include 
the computation of the C-obstacle bitmap and the skele- 
ton, which is required only once for each workspace.) 
In the example of Fig. l.b, the search takes 0.6 second 
and the total planning time is 1.2 second. Notice that 
in general the paths lie far away from the obstacles. 

The main drawback of the holonomic planner is its 
potential inability to efficiently detect that no free paths 
exist, when this is the case. (In the workspace of Fig. 1, 
this situation cannot occur.) When there exists no 
path, if the initial and goal positions of PI lie in two 
different connected components of the workspace, the 
absence of path is efficiently detected during the con- 
struction of Vr (Barraquand & Latombe 1989a). But 
if the initial and goal positions of PI lie in the same 
connected component, the planner may have to fully 
explore the free subset of GC before returning failure. 
(The full exploration of the free space corresponding to 
the workspace of Fig. 1 takes about 80 seconds.) In 
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Figure 1: Holonomic Paths 

practice, since the planner is fast when there exists a 
path, it could be assumed that no paths exist when it 
has not returned one after a few seconds. 

Nonholonomic 
The nonholonomic planner takes the free path produced 
by the holonomic planner and transforms it into a feasi- 
ble path. It is based on a method previously presented 
in (Taix 1991). The method consists of successively 
substituting feasible subpaths for portions of the input 
path until the entire path is feasible. First, the non- 
holonomic planner attempts to replace the full path by 
a feasible one drawn from a predefined collection of pa- 
rameterized feasible paths. If the feasible path is free of 
collisions, it is returned as a solution path. Otherwise, 
the input path is divided into two subpaths of equal 
length, and each subpath is treated recursively in the 
same way. In the car-like robot model used in the ex- 
amples shown below, the center of the rectangle is the 
midpoint between the two rear wheels, i.e. the point 
whose linear velocity is always supported by the main 
axis of the rectangle. 

The collection of feasible paths considered at every 
step of the method consists of up to 48 types of curves, 



Figure 2: Shortest RS Paths 

called Reeds and Shepp (RS) curves (Reeds & Shepp 
1991). These paths are computed between the two 
endpoints of the non-feasible subpath that is currently 
considered. Every RS curve is a sequence of 3 to 5 seg- 
ments, each produced by setting the steering angle to 0 
(straight segment) or to one of its two extremal values 
(spiral segment), and contains at most two reversals. 
The RS curves between two given configurations are 
such that at least one of them produces a shortest curve 
between the initial and the goal position of the center 
of the rectangular robot (Reeds & Shepp 1991). Figure 
2 shows three such RS paths. In addition, given a path 
lying in an open subset S of the configuration space, one 
can always decompose this path into a finite number of 
subpaths such that the shortest RS curve joining the 
endpoints of these subpaths are all fully contained in S 
(Taix 1991). Th e construction of a feasible path by the 
nonholonomic planner is based on this property. At 
every step, the nonholonomic planner replaces a non- 
feasible subpath by the shortest RS curves between the 
two endpoints of this subpath, if this RS curve is free 
of collision, and subdivides the non-feasible path, oth- 
erwise. Because the paths generated by the holonomic 
planner lie in the open free subspace of the configuration 
space (a condition enforced in the discrete configuration 
space grid by making the collision check more conser- 
vative than otherwise necessary), once such a path has 
been generated, it is guaranteed that it can be trans- 
formed into a feasible path. In cluttered areas of the 
workspace, it may be necessary to decompose the non- 
feasible path at a finer grain than the resolution of &LX. 
This is accomplished by linearly approximating between 
successive configurations of the input path. In order to 
verify that a RS curve is collison-free, it is discretized 
at a resolution slightly finer than that of GC and ev- 
ery configuration resulting from this discretization is 
checked for collision using the bitmap representation of 
the C-obstacles. An exact collision-checking test is pro- 
posed in (Taix 1991) that takes advantage of the specific 
shapes of the RS curves. 

Fig. 3 shows the two feasible paths derived by the 
nonholonomic planner from the free paths shown in 
Fig. 1. The path of Fig. 3.a is obtained after 0.4 sec- 
ond and contains approximately 20 reversals in order 
to rotate the robot and make it enter the final passage- 
way with the right orientation. The rest of the path 
is quite satisfactory, though not optimal. The path 

Figure 3: Nonholonomic Paths 

of Fig. 3.b is obtained after 0.46 second and includes 
many reversals near the goal configuration. These two 
examples show that the efficiency of the nonholonomic 
planner is much greater in areas where the workspace 
is not too cluttered. Indeed, in those areas, the planner 
can find longer free RS curves and substitute them for 
longer portions of the original non-feasible path. Be- 
cause our holonomic planner generates paths that lie 
far away from the obstacles, the nonholonomic planner 
is much more efficient than reported in (Taix 1991) 

In order to optimize the feasible path, one may ran- 
domly select two configurations in it and attempt to 
join them by the shortest RS curve (Taix 1991). If 
this curve is not collision-free, the subpath joining the 
two configurations is divided into two subpaths of equal 
length. At the end, we get a shorter feasible path. In 
addition, since shorter paths tend to have less rever- 
sals, the new path usually contains less reversals. We 
can repeat this process multiple times, depending on 
the amount of time that is available for path planning. 
Fig. 4 shows the paths obtained after applying 35 times 
the above process, starting with the paths of Fig. 3. 
The corresponding optimization times are 1.9 second 
(Fig. 3.a) and 1.5 second (Fig. 3.b). 
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Figure 4: Optimized Paths Figure 5: Example where Optimization Fails 

Although the method works fairly well in most ex- 
amples, there are cases where it generates rather poor 
paths. One such example is shown in Fig. 5. Fig. 5.a. 
shows the path generated by the holonomic planner 
(0.76 second) and Fig. 5.b shows the feasible path pro- 
duced after 1.35 second of transformation and 2.5 sec- 
onds of optimization. Due to infortunate coincidences, 
the path of Fig. 5.b contains several dozen reversals 
(near the initial and the goal configurations). In or- 
der to handle such a relatively rare case, our planner 
computes an empirical estimate of the quality of a fea- 
sible path (by counting the number of reversals). If this 
quality remains poor after a certain optimization time, 
it requests the holonomic planner to construct another 
free path. The holonomic planner does that by plan- 
ning the new path backward (which results in a change 
of the potential U) and/or changing the location of the 
control points. Fig. 6.b shows the feasible path gener- 
ated with the same initial and goal configurations as in 
Fig. 5, after the holonomic planner has generated a path 
backward (shown in Fig. 6.a). The path of Fig. 6.b is 
generated after a total of 6.05 seconds, which includes 
the time spent to generate the paths of Fig. 5, recognize 
that optimization does not produce an efficient path, 

generate a new non-feasible free path, transform it into 
a feasible one, and optimize the feasible path. The new 
feasible path includes a single reversal near the initial 
configuration. But it leads the robot to move back- 
ward, which might be a drawback if most sensors point 
forward. 

In an integrated system, the estimate of the quality of 
a path could also be used to decide whether it is worth 
spending more time in path planning, or if this time 
could be better allocated to another reasoning activity. 

Conclusion 
In this paper we have described a path planner for a car- 
like indoor mobile robot. This planner is significantly 
faster (one to two orders of magnitude) than previously 
implemented planners for similar robots. By porting 
our planner to a fast workstation, most of the opti- 
mized paths shown in this paper would be generated in 
less than a second. This will make it possible to use 
the planner in a reactive fashion, by replanning local 
paths when unexpected obstacles are detected by sen- 
sors. We currently port the planner to a DEC 5000 
workstation connected to a mobile robot through a ra- 
dio link. In this new implementation, the planner will 
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Figure 6: Paths Obtained by Planning Backward 

be used to generate paths with adequate landmarks to 
monitor their execution. We will also explore its ability 
to work on-line in reaction to unexpected obstacles. 

Unlike the planner described in (Barraquand & 
Latombe 1989b), our planner may not minimize the 
number of reversals. But it usually generates shorter 
paths, with very reasonable numbers of reversals. The 
efficiency of the planner results from the combination of 
two planning methods that match each other well. The 
efficiency of the holonomic planner has been demon- 
strated before in (Barraquand & Latombe 1989a), but 
it has been improved in various ways (computation of 
a single potential Vi, collision checking using a bitmap 
representation of the C-obstacles, use of a constant-time 
data structure for sorting the leaves of the search tree). 
On the other hand, the adequacy of the nonholonomic 
planner was demonstrated in (Taix 1991), but its com- 
bination with a holonomic planner that produced paths 
close to the obstacles diminished its efficiency. The 
power of the nonholonomic planner has been increased 
by adding the possibility to call back the holonomic 
planner in order to get a new free path. 

The running time of our planner obviously depends 
on the resolution of the configuration space grid. We 

have experimented with several different workspace and 
multiple resolutions. Experiments show that in aver- 
age the running time varies in less than the square of 
the resolution along each axis of the configuration space 
grid. This results from the fact that the number of con- 
figurations in a path is linear in this resolution. Only lo- 
cal minimarequire to perform computations which vary 
in the cube of the resolution, but in most workspace 
the local minima of the potential function used in our 
planner are rare and/or small. On the other hand, the 
computation time of the workspace potential field (VI) 
varies as the square of the resolution. 
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