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Background 
The work discussed below enables the automatic genera- 
tion of structures similar to the key templates which are 
predefined in information extraction/retrieval conferences 
- this would be a significant development. 

The motivation is similar to that of AutoSlog (Riloff 
1993) which generates a domain-specific dictionary of 
concepts, although the approach is quite different. 

System Overview 
The approach acquires a domain-specific semantic repre- 
sentation by carrying out stochastic analysis of a corpus. 
Sets of conceptually similar paragraphs are utilised. 

The corpus and semantic representation are used to 
generate schematic structures. These are used to concisely 
store the knowledge contained within existing texts. 

New texts are processed to dynamically update the 
knowledge base. Any novel concepts encountered are 
analysed and a new structure added to the representation. 

A more comprehensive explanation of this system and 
references to related work are presented in (Collier 1994). 

Paragraph Clustering 
The fundamental stage is the representation generation. 
The approach identifies useful (i.e. frequently occurring 
and widely distributed) clusters of n-grams within para- 
graphs, which correlate with other paragraphs within the 
corpus. Six steps are carried out, utilising five structures. 

Structures 
The first structure is an array containing a unique numeric 
entry for each unique word in the corpus. 

The remaining structures have the same format; identi- 
cal words are grouped together in an array and ordered by 
group size, this causes the loss of the word order. 

The second structure defines the word order, it contains 
pointers to the next word in the text. 

The third structure contains the unique integer repre- 
senting the next word pointed to in the text. 

The fourth structure contains the length of the phrase 
associated with each word. 

The final structure is related to the fourth. Each corre 
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sponding entry is a pointer to the next identical phrase. 

Algorithm 
The six steps of the algorithm are: 

1. Word/integer generation: creates an associative array 
containing a numeric entry for each unique word. 

2. Integer conversion: translates the text into a numeric 
representation, and generates structures two and three. 

3. Generate phrase lengths: each of the groups of simi- 
lar words are processed and the longest phrases which 
occur a multiple number of times are identified. This 
information is stored in structures four and five. 

4. Identify useful n-grams: sets of phrases with similar 
lengths are ordered by their frequency of occurrence and 
the n-best are identified amending structures four and five. 

5. Paragraph weight parse: each paragraph is assigned a 
weight representing the number, size, frequency, distribu- 
tion, etc. of n-grams existing in that paragraph. 

6. Identify useful paragraph clusters: sets of paragraphs 
containing correlating n-grams are identified, and the n- 
best extracted by considering the quantity of paragraphs 
which they exist in, and quality of the n-grams. 

Conclusions 
An application developed using this process has the 
potential to be invaluable for domain specialists who wish 
to identify documents containing similar conceptual infor- 
mation within extremely large knowledge bases. 

It is necessary to evaluate the scope and quality of the 
representations generated. One possibility is to compare, 
using an identical corpus, the representation generated by 
a group of experts with that of the system. 
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