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Abstract 

Determining whether a propositional theory is 
satisfiable is a prototypical example of an NP- 
complete problem. Further, a large number of 
problems that occur in knowledge representation, 
learning, planning, and other areas of AI are essen- 
tially satisfiability problems. This paper reports 
on a series of experiments to determine the loca- 
tion of the crossu2rer point - the point at which 
half the randomly generated propositional theo- 
ries with a given number of variables and given 
number of clauses are satisfiable - and to assess 
the relationship of the crossover point to the diffi- 
culty of determining satisfiability. We have found 
empirically that, for Q-SAT, the number of clauses 
at the crossover point is a linear function of the 
number of variables. This result is of theoretical 
interest since it is not clear why such a linear rela- 
tionship should exist, but it is also of practical in- 
terest since recent experiments [Mitchell et al. 92; 
Cheeseman et al. 911 indicate that the most com- 
putationally difficult problems tend to be found 
near the crossover point. We have also found that 
for random 3-SAT problems below the crossover 
point, the average time complexity of satisfiability 
problems seems empirically to grow linearly with 
problem size. At and above the crossover point 
the complexity seems to grow exponentially, but 
the rate of growth seems to be greatest near the 
crossover point. 

Introduction 

Many classes of problems in knowledge representation, 
learning, planning, and other areas of AI are known 
to be NP-complete in their most general form. The 
best known algorithms for such problems require expo- 
nential time (in the size of the problem) in the worst 
case. Most of these problems can be naturally viewed 

as constraint-satisfaction problems. Under this view, a 
problem defines a set of constraints that any solution 
must satisfy. Most known algorithms essentially search 
the space of possible solutions for one that satisfies the 
constraints. 

Consider a randomly-generated constraint- 
satisfaction problem. Intuitively, if there are very few 
constraints, it should be easy to find a solution (since 
there will generally be many solutions). Similarly, if 
there are very many constraints, an intelligent algo- 
rithm will generally be able to quickly close off most 
or all of the branches in the search tree. We thus in- 
tuitively expect the hardest problems to be those that 
are neither over- nor under-constrained. Cheeseman 
et al. have shown empirically that this is indeed the 
case [91]. Mitchell et al. take this argument further 
and show empirically that the most difficult problems 
occur in the region where there are enough constraints 
so that half of the randomly generated problems have 
a solution [92]. We refer to this point as the cfossouer 
point. 

The location of the crossover point is of both theoret- 
ical and practical importance. It is theoretically inter- 
esting since the number of constraints at the crossover 
point is an intrinsic property of the language used to 
express the constraints (and in particular is indepen- 
dent of the algorithm used to find solutions). Further, 
we have found that in the case of S-SAT the number of 
constraints required for crossover is a linear function 
of the number of variables. This leads one to expect 
there to be some theoretical method for explaining the 
location of the crossover point (though no satisfactory 
explanation has yet been proposed). 

The crossover point is of practical interest for several 
reasons. First, since empirically the hardest problems 
seem to be found near the crossover point, it makes 
sense to test candidate algorithms on these hard prob- 
lems. Similarly, if one encounters in practice a prob- 
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lem that is near the crossover point, one can expect 
it to be difficult and avoid it or plan to devote ex- 
tra computational resources to it. Furthermore, sev- 
eral algorithms have been proposed [Selman et al. 92; 
Minton et al. 901 that can often find solutions to 
constraint-satisfaction problems, but that cannot show 
a problem unsolvable (they simply give up after some 
set number of tries). Accurate knowledge about the 
location of the crossover point provides a method for 
partially testing such algorithms on larger problems - 
models should be found for around half of the randomly 
generated problems at the projected crossover point. 
Finally, as problem size increases, the transition from 
satisfiable to unsatisfiable becomes increasingly sharp 
(see Figures 3-6). This means that if one knows the lo- 
cation of the crossover point, then for random problem 
(i.e., problems with no regular structure) the number 
of clauses can be used as a predictor of satisfiability. 

In this paper we focus on the prototypical example 
of an NP-complete problem: Z-SAT - propositional 
satisfiability of clausal form theories with three vari- 
ables per clause. We first survey the algorithm used to 
carry out our experiments (readers primarily interested 
in the experimental results may skip this section). We 
then confirm and extend the results of Mitchell et al. 
[92] by showing that for up to 200 variables the hardest 
problems do tend to be found near the crossover point. 
We then show empirically that at the crossover point 
the number of clauses is a linear function of the num- 
ber of variables. Finally we show empirically that be- 
low the crossover point the complexity of determining 
satisfiability seems to grow linearly with the number of 
variables, but above the crossover point the complexity 
seems to grow exponentially. The exponential growth 
rate appears to be steepest near the crossover point. 

Propositional Satisfiability 

The propositional satisfiability problem is the following 
([Garey & Johnson 791): 

Instance: A set of clauses’ C on a finite set U of 
variables. 

Question: Is there a truth assignment’ for U that 
satisfies all the clauses in C? 

We refer to a set of clauses as a clausal propositional 
theory. S-SAT is propositional satisfiability for theories 
in which all clauses have exactly three terms.3 

Tableau Based Satisfiability Checking 

Our satisfiability checking program, TABLEAU, began 
life as an implementation of Smullyan’s tableau based 
inference algorithm [Smullyan, 681. TABLEAU has since 

‘A clause is a disjunction of propositional variables or 
negated propositional variables. 

‘A truth assignment is a mapping from U to 
(true, false). 

3A term is a negated or non-negated variable. 
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evolved significantly and can most easily be presented 
as a variant of the Davis-Putnam procedure. 

The basic Davis-Putnam procedure is the following 
[Davis et al. 621: 

Find,Model(theory) 
unit -propagate (theory) ; 
if contradiction discovered returncfalse); 
else if all variables are valued returnctrue); 
else ( 

x = some unvalued variable; 
return(Find,Model(theory AND x) OR 

Find,Model(theory AND NOT x>>; 

Unit Propagation 

Unit propagation consists 
of the inference rule: 

X 

of the repeated application 

12 v y1 . . . v yn 
Yl V - - . V Yn 

(similarly for lx). 
Complete unit propagation takes time linear in the 

size of the theory [Dowling & Gallier $41. In this sec- 
tion we sketch the data structures and algorithms used 
for efficient unit propagation in TABLEAU. 

We maintain two tables: the variable table and the 
clause table. In the variable table, we record the value 
of each variable (true, false, or unknown) and lists 
of the clauses in which the variable appears. In the 
clause table, we keep the text of each clause (i.e., a 
list of the terms in the clause), and a count of the to- 
tal number of unvalued variables (i. e., variables whose 
value is unknown) in the clause. 

Unit propagation then consists of the following: 

Whenever a variable’s value goes from unknown to 
true, decrement the unvalued variable count for all 
clauses (with non-zero counts) in which the variable 
appears negated, and set to zero the unvalued vari- 
able count for all clauses in which the variable ap- 
pears positively (this signifies that these clauses are 
now redundant and can be ignored). Variables going 
from unknown to false are treated similarly. 

Whenever the count for a clause reaches one, walk 
through the list of variables in the clause and value 
the one remaining unvalued variable. 

The actual implementation has several additional 
complications for efficiency. Details are given in [Craw- 
ford & Auton 93-J. 

Heurist its 

On each recursive call to Findi’Model one must choose 
a variable to branch on. We have observed that simple 
variable selection heuristics can make several orders of 
magnitude difference in the average size of the search 
tree. 



The first observation underlying the heuristics used 
in TABLEAU is that there is no need to branch on vari- 
ables which only occur in Horn clauses:4 

Theorem 1 If a clausal propositional theory con- 
sists only of Horn clauses and unit propagation 
does not result in an explicit contradiction (i.e. z 
and lx for some variable z in the theory) then the 
theory is satisfiable. 

Satisfiability problems are often viewed 
as constraint-satisfaction problems in which the vari- 
ables must be given values from {true, false}, subject 
to the constraints imposed by the clauses. We take 
a different approach - we view each non-Horn clause 
as a “variable” that must take a “value” from among 
the literals in the clause. The Horn clauses are then 
viewed as the constraints. It turns out that one can 
ignore any negated variables in the non-Horn clauses 
(whenever any one of the non-negated variables is set 
to true the clause becomes redundant and whenever all 
but one of the non-negated variables are set to false 
the clause becomes Horn). Thus the number of “val- 
ues” a non-Horn clause can take on is effectively the 
number of non-negated variables in the clause. 

Our first variable-selection heuristic is to concen- 
trate on the non-Horn clauses with a minimal num- 
ber of non-negated variables. Basically this is just 
a most-constrained-first heuristic (since the non-Horn 
clauses with a small number of non-negated variables 
are viewed as “variables” that can take on a small num- 
ber of “values”). The first step of TABLEAU's variable- 
selection algorithm is thus to collect a list, V, of all 
variables that occur positively in a non-Horn clause 
with a minimal number of non-negated variables. 

The remainder of the variable selection heuristics are 
used to impose a priority order on the variables in V. 
Our first preference criterion is to prefer variables that 
would cause a large number of unit-propagations. We 
have found that it is not cost-effective to actually com- 
pute the number of unit-propagations. Instead we ap- 
proximate by counting the number of (non-redundant) 
binary clauses in which the variables appear.5 This 
heuristic is similar to one used by Zabih and McAllester 

In cases where several variables occur in the same 
number of binary clauses, we count the number of un- 
valued singleton neighbors. 6 We refer to two terms as 
neighbors if they occur together in some clause.7 A 
term is a singleton iff it only occurs in one clause in 

4A clause is Horn ’ rff it contains no more than one posi- 
tive term. 

5At this point we count appearances in non-Horn and 
Horn clauses since the intent is to approximate the total 
number of unit-propagations that would be caused by valu- 
ing the variables. 

‘This heuristic was worked out jointly with Haym Hirsh. 
7Recall that a te rm is a negated or non-negated variable. 

Thus x and 1~ are different terms but the same variable. 

the theory (this does not mean that the clause is of 
length one - if a theory contains x V y V z and the 
term x occurs nowhere else in the theory then x is 
a singleton). Singleton terms are important because 
if their clause becomes redundant, their variable will 
then occur with only one sign and so can be valued: 

Theorem 2 If a variable x always occurs negated 
in a clausal propositional theory Th, then Th is 
satisfiable iff Th A lx is satisfiable. 

A similar result holds for variables which only occur 
positively. 

In some cases there is still a tie after the applica- 
tion of both metrics. In these cases we count the total 
number of occurrences of the variables in the theory. 

Figure 1: Effects of the search heuristics. The data 
on each line is for the heuristic listed added to all the 
nrevious heuristics. 

Figure 1 shows the effects of the search heuristics 
on 1000 randomly generated S-SAT problems with 100 
variables and 429 clauses .s Notice that counting the 
number of occurrences in binary clauses has quite a 
dramatic impact on the size of the search space. We 
have noticed that TABLEAU usually branches down 
some number of levels (depending on the problem size) 
and then finds a large number of unit-propagations 
that lead to a contradiction relatively quickly. This 
heuristic seems to work by decreasing the depth in the 
search tree at which this cascade occurs (thus greatly 
decreasing the number of nodes in the tree). 

Figure 2 shows a comparison of TABLEAU with 
Davis-Putnam on 50-150 variable S-SAT problems near 
the crossover point. ’ The experience of the community 
has been that the complexity of the Davis-Putnam al- 
gorithm on s-SAT 

/p 
roblems near the crossover point 

grows at about 2n 5 (where n is the number of vari- 
ables). Our experiments indicate that the complexity 
of TABLEAU grows at about 2”/17, thus allowing us to 
handle problems about three times as large. 

8Some of the heuristics are more expensive to compute 
than others, but we will ignore these differences since they 
tend to become less significant on larger problems, and 
since even our most expensive heuristics are empirically 
only a factor of about three to four times as expensive to 
compute. 

‘The Davis-Putnam data in this table is courtesy of 
David Mitchell. 
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Tableau: 

Variables Clauses Experiments Nodes Timea 
50 218 1000 26 .02 

100 430 1000 204 .47 
150 635 1000 1532 3.50 

Davis-Putnam: 
Variables Clauses Experiments Nodes 

50 218 1000 341 
100 430 1000 42,407 
150 635 164 3.252.280 

Figure 2: A Comparison of Davis-Putnam to TABLEAU 
on Q-SAT problems. 

aRun times are in seconds and are for the C version of 
TABLEAU running on a MIPS RC6280, R6000 uni-processor 
with 128MB ram. 

Probabilistic Analysis of Subsumption 

The original Davis-Putnam procedure included a test 
for subsumed clauses (e.g., if the theory includes 2 V y 
and x V y V z then the larger clause was deleted). We 
have found that this test does not seem to be useful 
near the crossover point. lo 

Consider a clause x V 9 V Z. If we derive lx, we then 
unit propagate and conclude yV Z. What is the chance 
that this new clause subsumes some other clause in the 
theory ? A simple probabilistic analysis shows that 
the expected number of subsumed clauses is 3c/2(v - 
1) (where v is the number of variables, and c is the 
ratio of clauses to variables - empirically this is about 
4.24 at the crossover point). The expected number of 
subsumptions is thus relatively small (.06 for v = 100 
near the crossover point) and falls as the size of the 
problem increases. 

It seems likely that a similar, but more complex, 
analysis would show that the expected benefit from 
enforcing arc and path consistency on S-SAT problems 
near the crossover point also decreases with increasing 
problem size. 

Experiment 1: The Relationship Between 
Crossover and Problem Difficulty 

This experiment is intended to give a global view of 
the behavior of Q-SAT problems as the clause/variable 
ratio is changed. 
Experimental Method 

We varied the number of variables from 50 to 200, 
incrementing by 50. In each case we varied the 
clause/variable ratio from zero to ten, incrementing 
the number of clauses by 5 for 50 and 100 variables, 
by 15 for 150 variables, and by 20 for 200 variables. 

“We do, of course, do “unit subsumption” - if we gen- 
erate 2, we remove all clauses containing 2. 

Nodes (normalized) 

-0 5 
clause/variable ratio 

Figure 3: Percent satisfiable and size of the search tree 
- 50 variables. 

At each setting we ran TABLEAU on 1000 randomly 
generated S-SAT problems.‘l 
Results 

The graphs for 50, 100, 150, and 200 variables are 
shown in Figures 3-6. In each case we show both the 
average number of nodes in the search tree and the 
percentage of the theories that were found to be satis- 
fiable. 
Discussion 

Our data corroborates the results of Mitchell et al. 
[92] - the most difficult problems tend to occur near 
the crossover point, and the steepness of both curves 
increases as the size of the problem is increased. Our 
data shows a small secondary peak in problem diffi- 
culty at about two clauses per variable. This peak 
does not seem to occur with the Davis-Putnam algo- 
rithm and is probably an artifact of ihe heuristics used 
to choose branch variables in TABLEAU. 

For Q-SAT theories with only three variables, one can 
analytically derive the expected percent satisfiable for 
a given clauses/variable ratio. The clauses in a theory 
with three variables can differ only in the placements 
of negations (since we require each clause to contain 
three distinct variables). A theory will thus be unsat- 
isfiable iff it contains each of the eight possible clauses 
(i.e., every possible combination of negations). If the 
theory cant ains n randomly chosen clauses, then the 
chance that it will be unsatisfiable is equivalent to the 
chance that picking n times from a bag of eight ob- 
jects (with replacement) results in getting at least one 
of each objects. The expected percent satisfiable as a 
function of the clauses/variables ratio is shown if Fig- 

l1In aJl our exp eriments we generated random theories 
using the method of Mitchell et al. [92] - we made sure 
that each clause contained three unique variables but did 
not check whether clauses were repeated in a theory. 
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Nodes (normalized) 

-0 5 
clause/variable ratio 

10 

Figure 4: Percent satisfiable and size of the search tree Figure 5: Percent satisfiable and size of the search tree 
- 190 variables. - 150 variables. 

ure 7. Notice that the shape of this curve is similar to 
the experimentally derived curves in Figures 3-6. 

Experiment 2: The Location of the 
Crossover Point 

The aim of this experiment is to characterize as pre- 
cisely as possible the exact location of the crossover 
point and to determine how it varies with the size of 
the problem. 
Experimental Method 

We varied the number of variables from 20 to 260, 
incrementing by 20. In each case we collected data 
near where we expected to find the crossover point. 
We then focused on the data from five clauses below 
the crossover point to five clauses above the crossover 
point.12 For each data point we ran TABLEAU on lo4 
randomly generated S-SAT problems (lo3 for 220 vari- 
ables and above). 
Results 

The results for 20, 100, 180, and 260 variables are 
shown in Figure 8. Each set of points shows the per- 
centage of theories that are satisfiable as a function of 
the clause/variable ratio. Notice that the relationship 
between the percent satisfiable and the clause/variable 
ratio is basically linear (this is only true, of course, for 
points very close to the crossover point). 

12To determine whether a point is above or below the 
crossover point we rounded to one place beyond the deci- 
mal point - points at 50.0 were taken to be ot the crossover 
point. In most cases we found five points clearly above and 
five points clearly below the crossover point. The excep- 
tions were: 60 variables - 5 above, 1 at, 4 below, 100 vari- 
ables - 5 above, 1 at, 4 below, 140 variables - 5 above, 
1 at, 4 below, 240 variables - 4 above, 1 at, 5 below, and 
260 variables - 4 above, 1 at, and 5 below. 

Nodes (normalized) 

5 
clause/variable ratio 

We took the 50 percent point on each of these lines 
as our experimental value for the crossover point. The 
resulting points are shown in Figure 9. 
Discussion 

From the analytical analysis for 3 variables, one can 
show that the crossover point for 3 variables is at 19.65 
clauses. If we add this data to the least-squares fit in 
Figure 9 we get: 

clauses = 4.24vars + 6.21 

This equation is our best current estimate of the loca- 
tion of the crossover point. 

Experiment 3: T’ un Time of TABLEAU 

The goal of this experiment is to characterize the 
complexity of TABLEAU below, at, and above the 
crossover point. 
Experimental Method 

In these experiments we fixed the ratio of clauses to 
variables (at 1,2,3 and 10) and varied the number of 
variables from 100 to 1000 incrementing by 100. At 
each point we ran 1000 experiments and counted the 
number of nodes in the search tree.13 We also used the 
results from Experiment 2 to calculate the size of the 
search tree near the crossover point (thus each data 
point represents an average over lo5 runs for 20 to 200 
variables, and over lo4 runs for 220 to 260 variables). 
Results 

The graphs for clause/variable ratios of 1,2, and 3 
are shown in Figure 10. The results near the crossover 
point, and at 10 clauses/variable are shown in Figure 
11. 

iscussion 

13At 10 clauses/variable we currently only have data up 
to 600 variables. 
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Figure 8: Percent satisfiable as a function of the number of clauses. 

100 

50 

-0 

Nodes (normalized) 

-0 5 10 

clause/variable ratio 

Figure 6: Percent satisfiable and size of the search tree 
- 200 variables. 

Below the crossover point, the size of the search tree 
seems to grow roughly linearly with the number of vari- 
ables. This is consistent with the results of Broder et 
al. [93]. However, even in this range there are clearly 
some problems as hard as those at the crossover point 
(we observed such problems while trying to gather data 
beyond 1000 variables). Near the crossover point, the 
complexity of TABLEAU seems to be exponential in the 
number of variables. The growth rate from 20 to 260 
variables is approximately 2”/17. Above the crossover 
point, the complexity appears to grow exponentially 
(this is consistent with the results of Chvatal and Sze- 
meredi [SS]), but the exponent is lower than at the 
crossover point. The growth rate from 100 to 600 vari- 
ables at 10 clauses/variable is approximately 2n/57. 

100 

50 

-0 
I I I I I 
-b ;; lb 115 2’0 

clause/variable ratio 

Figure 7: Analytical results for the three variable case. 

Conclusion 

Our experimental results show that the hardest sat- 
isfiability problems seem to be those that are crit- 
ically constrained - i.e., those that are neither so 
under-constrained that they have many solutions nor 
so over-constrained that the search tree is small. 
This confirms past results [Cheeseman et al. 91; 
Mitchell et al. 921. For randomly-generated prob- 
lems, these critically-constrained problems seem to be 
found in a narrow band near the crossover point. Em- 
pirically, the number of clauses required for crossover 
seems to be a hear function of the number of vari- 
ables. Our best current estimate of this function is 
clauses = 4.24vars + 6.21. Finally, the complexity 
of our satisfiability algorithm seems to be on average 
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50 loo 150 200 250 
Variables 

Figure 9: The number of clauses required for crossover. 

250 
Branches 

200 2 clauses/var 

I 
500 
Variables 

Figure 10: The size of the search tree below the 
crossover point. 

roughly linear on randomly generated problems below 
the crossover point (though even here there are some 
problems that are as hard as those at the crossover 
point). At the crossover point the complexity seems 
to be about 2n/17 (where n is the number of vari- 
ables). Above the crossover point we conjecture that 
the growth rate will be of form 2nlk where k is less than 
17 and increases as one gets further from the crossover 
point. At 10 clauses/variable k seems to be approxi- 
mately 57. 
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