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Abstract 

This paper presents an approach to learning from 
noisy data that views the problem as one of rea- 
soning under uncertainty, where prior knowledge 
of the noise process is applied to compute a pos- 
teriori probabilities over the hypothesis space. In 
preliminary experiments this maximum a posteri- 
ori (MAP) approach exhibits a learning rate ad- 
vantage over the C4.5 algorithm that is statisti- 
cally significant. 

Introduction 
The classifier learning problem is to use a set of labeled 
training data to induce a classifier that will accurately 
classify as yet unseen, unclassified testing data. Some 
approaches assume that the training data is correct 
[Mitchell, 19821. S ome assume that noise is present 
and simply tolerate it [Breiman et aE., 1984; Quinlan, 
19871. Another approach is to exploit knowledge of the 
presence and nature of noise [Hirsh, 1990b]. 

This paper takes the third approach, and views clas- 
sifier learning from noisy data as a problem of reason- 
ing under uncertainty, where knowledge of the noise 
process is applied to compute a posteriori probabilities 
over the hypothesis space. The new algorithm is com- 
pared to C4.5 (a descendant of C4 [Quinlan, 1987]), 
and exhibits a statistically significant learning rate ad- 
vantage over a range of experimental conditions. 

Terminology 
Throughout this paper we use the following terminol- 
ogy to refer to examples and sequences of examples in 
a noisy environment. An example consists of a sam- 
ple and a class label. A true exumple is an example 
whose attributes are correctly given and whose class 
label is generated by the correct classifier, often called 
the target concept. A sequence of true examples consti- 
tutes a true data sequence. True data are not directly 
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available for learning because a probabilistic noise pro- 
cess corrupts the descriptions of true examples. Learn- 
ing therefore must use the corrupted observed data se- 
quence in place of the unavailable true data sequence. 

The approach taken in this paper is to make in- 
formed speculations about the nature of the true data 
based on observed data. An example that is hypothe- 
sized to be an element of the true data sequence is re- 
ferred to as a supposed example. Sequences of supposed 
examples are supposed data sequences. A supposed ex- 
ample is in the neighborhood of an observed example 
if it is possible for the noise process to transform the 
supposed example into the observed example. 

A classifier is consistent with a sequence of exam- 
ples if the classification it gives every example in the 
sequence matches the class label provided with the ex- 
ample. Classifiers must be expressed in some represen- 
tation, and the entire set of all classifiers expressible in 
the representation and consistent with a sequence of 
data is known as a version space [Mitchell, 19781. The 
relation “more general than or equal to” imposes a par- 
tial ordering on the space of classifiers. Two subsets 
of a version space make up its boundary-set represen- 
tation: an S set of its most specific classifiers, and a 
G set of its most general classifiers. When no classi- 
fier is consistent with a sequence of data the version 
space is empty and is said to have collapsed. Version 
spaces are just sets, and hence can be intersected. This 
intersection can be computed in the boundary-set rep- 
resentation [Hirsh, 199Oa]. 

Computing A Posteriori Probabilities by 
Modelling Noisy Data 

This paper presents a Bayesian maximum a posteriori 
or MAP approach for selecting a best classifier given 
observed data. Under MAP reasoning, if the true data 
sequence S* were known, the preferred classifier would 
be the one maximizing P(Hi]S*). But since the ob- 
served data sequence 0 is available instead of S* the 
best classifier maximizes P(Hi]O) instead. This pa- 
per explores how this best classifier can be determined 
under the following assumptions: 
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A noise model is known that provides the probability 
that example s is corrupted to observed example o, 
i.e., P(ols). 

All classifiers are equally likely a priori, i.e., P(Hi) = 
P(Hj) for all i and j. 

The classifier being learned is deterministic, and 
therefore consistent with the true data sequence, i.e., 
P(HIS) = 0 if H is not consistent with S. 

The approach of this paper is to consider all sup- 
posed sequences Sj that could have given rise to the 
observed data sequence 0. The classifier consistent 
with the most likely supposed sequences will be se- 
lected as best, where the noise model is used to identify 
the most likely supposed sequences. 

More formally, let 0 denote the observed data se- 
quence, Sj a supposed data sequence, and Hi a clas- 
sifier of interest. Let VS be a function that computes 
the set of classifiers consistent with a given data se- 
quence. The a posteriori probability of Hi is evaluated 
as follows, and as explained below: 

P(HilO) = P(OIHi)P(Hi>/P(O) (1) 
CC C P(OSj IHi) (2) 

= CP(OISjHi)P(Sj IHi) (3) 

= ~P(OIsj)P(Sj IHi) (4 

oc C p(OI%) (5) 
HiE GS(Sj) 

Since the desired result of learning is whichever classi- 
fier Hi has largest value of P( Hi IO), all that is impor- 
tant is the relative ordering of this value for the various 
classifiers Hi. Thus, since the constant term P(0) in 
Equation 1 does not effect the relative probabilities of 
different classifiers, it can be factored out. P(Hi) is 
factored out in the same step under the assumption 
that all classifiers are equally likely a priori. 0 is inde- 
pendent of Hi given Sj, and hence Hi can be dropped 
from the first term of Equation 3. Furthermore, the 
only non-zero terms for P(Sj I Hi) in Equation 4 are 
the ones for which the supposed sequence is consistent 
with the classifier. The derivation is completed with 
the further assumption that each supposed sample is 
in an equi-probable neighborhood of the corresponding 
true sample, making the supposed sequences equally 
likely. 1 

‘If this last assumption is untrue, it is easily ac- 
commodated during evidence combination, computing 
~(QIWW) in place of P(OjSi) in Equation 5 since 
P(Sjp3;) = P(Sj). 
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Incremental Probabilistic Evidence 
Combination 

While the analysis of the previous section has described 
how to compute P(HilO) in theory, finding the clas- 
sifier with maximum a posteriori probability by enu- 
meration will usually be intractable. In fact, the form 
of Equation 5 suggests a way to more efficiently orga- 
nize this computation by maintaining current beliefs 
as a list of version spaces and associated probabili- 
ties. Each element of this list is the pair of a version 
space VS(Sj ) for some Sj and the associated proba- 
bility P(OISj). With this representation, to compute 
P( Hi IO) for some Hi all that is necessary is to scan the 
list of version spaces and sum the values of P( 0 I Sj ) for 
which Hi is in VS(Sj ). M oreover, determining the best 
classifier(s) can be done by inspecting the intersections 
of the various version spaces and the cumulative sums 
of the associated P(OISj) for the various VS(Sj) being 
intersected. Ideally, if the version spaces are mutually 
disjoint, all elements of the highest rated version space 
have greatest maximum a posteriori probability and 
the entire version space can be returned as a result 
of learning since all its elements have equal posterior 
probability. 

Thus far, however, we have neglected to’ discuss how 
VS(Sj) and P(OISj) are calculated. Because the clas- 
sifiers consistent with the supposed sequence are also 
consistent with each supposed example, the version 
space for sequence Sj can be computed by intersecting 
those of its components sjk. 

VS(Sj) = n VS(sjk) 
k 

Because the samples are independent of one another, 
and because the noise model is independently applied, 
the probabilities can be similarly computed. 

P(OISj) = p(okjsjk) 
k 

These expressions have a convenient structure that al- 
low belief update equations to be written as recurrence 
formulae. Let ST = {sjr , . . . , sjm} denote the first m 
elements of Sj . Let SJT+l = {Sjl, . . . , sjm, s}. Let 0” 
and O”+l be similarly defined. It follows from the 
preceding equations that 

and 

vS(Sjm+l) = vS(Sy) n W(S) 

P(O”+1py+l) = P(Orn~S~)P(o~s) 

Each new example o can be viewed as evidence in the 
form of pairs VS(s) and P(ols) for every s in the neigh- 
borhood of o. The new belief is computed by com- 
bining elements of the current belief (i.e., the current 
list of version spaces and their associated probabili- 
ties) and the new evidence pairwise, intersecting ver- 
sion spaces and multiplying probabilities as specified 



above. Initially, a belief of 1 is assigned to the version 
space that contains all classifiers, VS(0). If any version 
space collapses as a result of evidence combination, it 
and its associated probability are dropped. In contrast 
with other batch learning algorithms, e.g. C4.5, this is 
an incremental evidence combination approach. 

Although maintaining version spaces arose as a way 
to avoid computing P(HilO) for the large number of 
possible hypotheses Hi, representing version spaces has 
the potential problem of combinatoric explosion-each 
incremental intersection could double the number of 
version spaces that are maintained. The extent of the 
problem depends on the bias in the classifier repre- 
sentation language-to what extent incorrect supposed 
sequences yield consistent classifiers versus quickly col- 
lapsing version spaces. There are several practical ways 
to curb the growth. In the experiments described be- 
low, any version space at least 1000 times less likely 
than the most likely one is pruned, once new evidence is 
combined with the old. This pruning parameter keeps 
the number of version spaces to 1000 or less2 

Example 
The previous sections have described somewhat ab- 
stractly how a classifier could be selected given a model 
of the noise process. This section makes this more tan- 
gible by actually carrying the calculation through for 
a simple example. For this example, the noise process 
alters the the class of a true example with probability 
0.2, i.e., for example s = (x, +), P(0 = (x:, +)ls) = 0.8 
and P(o = (2, -)]s) = 0.2. We also assume that data 
are described with three binary features, each a 0 or 1. 

Imagine that the first observed example is (010, +) . 
The noise model says there are only two supposed ex- 
amples that could have given rise to the observed ex- 
ample. The true example is either (010, +) (with prob- 
ability 0.8) or (010, -) (with probability 0.2). Thus 
the version space consistent with (010, +) is assigned 
strength 0.8, and the version space consistent with 
(010, -> is assigned strength 0.2. The boundary-set 
representations for these version spaces, and their as- 
sociated probabilities are shown in the first row of Fig- 
ure 1. 0 denotes the empty concept, i.e. ‘false’. 

The second observed example is (011, -) . Two sup- 
posed examples could give rise to it: (011, -) with 
probability 0.8, and (011, +) with probability 0.2. The 
second row of Figure 1 contains the corresponding ev- 
idence. The probability of all supposed sequences (all 
pairs of of supposed examples) is given in the third 
row of the figure, with all pairwise intersections of ver- 
sion spaces and with the products of the corresponding 
probabilities. 

As further examples are obtained, this procedure 
continues, computing the two version spaces for each 

2The sizes of the boundary sets that represent a version 
space have been shown to be a potential difficulty as well 
[Haussler, 19881. This is discussed further below. 

Example Evidence Combination 

o1 = (010, +) [G= {***}, S= {OlO}] + 0.8 

[G={l**,*O*,**l},S={0}] ----f 0.2 

02=(011, -) [G={l **, *o*, **O}, s= {0)] + 0.8 

[G= {M=++, S= {011)] + 0.2 

Figure 1: Evidence Combination with Version Spaces 

example, intersecting them with the version spaces 
from past data, and assigning the product of the in- 
dividual probabilities to each result. If an intersection 
is ever empty, the corresponding supposed sequence is 
discarded as inconsistent. 

Conceptually, the result of learning should be deter- 
mined by checking in which version spaces each po- 
tential classifier occurs and summing the probabilities, 
selecting the classifier with greatest summed probabil- 
ity as the result of learning. However, note that for 
this particular noise model the two version spaces gen- 
erated from each observed example are disjoint, and 
this means that all maintained version spaces will al- 
ways be disjoint. Thus each classifier will occur in at 
most one version space and all learning need do is re- 
turn the version space with greatest probability, since 
all its elements have maximum a posterior; probability. 

Experimentd 
This section describes the initial experimental evalua- 
tion of our approach using the label noise model of the 
previous section. Our implementation is in Common 
Lisp and handles learning from attribute-value data. 
Numeric attributes are discretized and generalized as 
ranges. Symbolic attributes can be generalized as dags 
with elements of the powerset of basic values.3 

A series of experiments was performed to investigate 
the performance of MAP learning on conjunctive con- 
cepts. The attributes were either 0, 1, or *. Concepts 
with 6, 8, and 10 attributes were considered. Attribute 
noise was not used. Rather, uniform label noise levels 
of O%, 5%, lo%, 15%, 20%, and 25% were used. The 

3While the results described below apply only to learn- 
ing conjunctive concepts like those of the previous section, 
the approach has been used to learn to recognize DNA pro- 
moter sequences in E. Coli as well as to learn DNF con- 
cepts. Although our early results are promising, they are 
still somewhat preliminary, and further discussion of these 
applications are beyond the scope of this paper due to space 
considerations. 
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number of irrelevant attributes was varied between one 
and one less than the total number of attributes. Each 
experiment used a setting of these three parameters 
and performed at least 50 repeated trials. For compar- 
ison purposes our results are compared to the results 
of C4.5 on the same data using the same experimental 
conditions.4 

Samples for the positive and negative classes were 
generated with equal probability. Within a class, sam- 
ples were chosen according to a uniform distribution. 
After a correct example was obtained, the class la- 
bel was corrupted according to the noise probability. 
Each trial used 500 noisy samples for training and 3000 
noiseless samples for testing. Noiseless samples were 
used to explore whether learning identified the correct 
concept, not whether it modeled the noise. 

Generalization scores and storage requirements were 
recorded at intervals of five processed examples. The 
generalization scores presented here ‘are the average 
scores for all the concepts in the version space with 
the greatest probability. In cases where two or more 
version spaces were highest ranked, the first version 
space was arbitrarily selected. To compute generaliza- 
tion scores for C4.5, the program was run on the ac- 
cumulated examples whenever a multiple of five was 
reached. Pruning was enabled, and windowing dis- 
abled. 

Figure 2 illustrates the empirical results for the ex- 
periment with ten features ‘(five of them irrelevant) and 
25% label noise. 50 trials were performed. The upper 
plot displays the average generalization scores for our 
MAP approach using dense vertical lines, and the aver- 
age generalization scores of C4.5 using the curve. The 
middle plot contains significance levels for the hypoth- 
esis that the technique with the better sample average 
is in fact better on the average. It shows that our MAP 
approach is indeed better, significant at about the 0.01 
level before 200 examples are processed, and at about 
the 0.05 level until 400 examples are processed. The 
bottom graphic contains two curves. The larger one is 
the average total size of the S and G sets in all ver- 
sion spaces. The smaller valued curve is the average 
number of version spaces still being considered. 

Some general lessons can be abstracted from the full 
suite of over 100 experiments that were run. (Space 
limitations make it impossible to include further in- 
dividual results.) The MAP approach has better av- 
erage performance than C4.5 on small sample sizes. 
Before roughly 100 samples are processed the differ- 
ence in average generalization scores is almost always 
statistically significant at the 1% level or better. The 
only exceptions to this rule in the suite of experiments 
occur when only one or two attributes are relevant. 

Both approaches are statistically indistinguishable 
on large sample sizes. However, in some cases the av- 
erage generalization score of C4.5 meets or exceeds that 

4The executable imag e of C4.5 used in this study was 
supplied by J. R. Quinlan and runs on Sun4 systems. 
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Average over Best ML VS & C4.5 with Pruning 

Samples 

Significance Levels for IML - C4.51 > 0 

Q 

5: 

0 

Storage Requirements & Hypothesis Count for ML 

0 

Samples 

Figure 2: 10 Binary Attributes (5 Irrelevant), 25% La- 
bel Noise 



of the MAP approach. This never happened for con- 
cepts with five or more relevant attributes, happened 
sometimes for concepts with four, and happened fre- 
quently for concepts with three or fewer relevant at- 
tributes. The crossover point, where the average per- 
formance of C4.5 exceeds that of this MAP approach, 
occurs earlier as the generality of the true concept in- 
creases. There may be a secondary effect delaying the 
crossover as the noise rate increases. As a rule, C4.5 
performs better when few attributes are relevant. 

However, a closer examination of the conjunctive 
language for representing classifiers and the statistics 
of the test data help clarify this issue. In this problem 
there is only one perfect classifier, and when three or 
fewer attributes are relevant all other possible classi- 
fiers exhibit at least 7% error. Since the difference in 
asymptotic difference between the MAP approach and 
C4.5 is only around 1% (e.g., 96% versus 97% correct), 
this means the difference is not due to consistent iden- 
tification of a nearly correct concept definition with 
only small error, but rather, fairly regular convergence 
to the correct result combined with occasional iden- 
tification of a result which while syntactically similar 
exhibits larger error (since results are averaged over 50 
trials). In such occasional cases the desired result is in- 
correctly pruned earlier in learning due to the setting 
of the pruning parameter. 

The storage requirements for this implementation 
are measured as the total of the sizes of the S and 
G sets being considered at a given time. The primary 
effect is due to the noise level and stems from the MAP 
approach. As the noise level rises, probabilities for the 
class labels approach one another. The result is that 
probabilities stay closer together and take longer to 
reach the cutoff threshold. A secondary effect is due 
to the concept length and the action of the the version 
space component. As the concept length rises there is 
a tendency for the total sizes of the S and G sets to 
rise.5 

Related Work 
Others have discussed probabilistic approaches to 
learning from noisy data that bear some similarity to 
our own approach. Angluin and Laird describe an 
algorithm for learning from data with uniformly dis- 
tributed class label noise [Angluin and Laird, 19881. 
The kernel of the algorithm requires an upper bound 
on the noise rate, and they have given a procedure 
for estimating it. .A number of examples is computed 
based on this estimated noise rate bound and several 
other learning parameters. They show that any con- 
cept that minimizes the number of disagreements with 

5More recent implementations of this work have used 
the representations of version spaces presented by Smith 
and Rosenbloom [1990] and Hirsh [1992]. Each eliminates 
the problem of potential exponential growth in the size of 
G sets. 

that many examples is probably approximately cor- 
rect. Although their paper deals only with label noise, 
they indicate that the method can also be extended to 
handle attribute noise. For uniformly distributed label 
noise, maximum agreement and maximum a posteriori 
reasoning yield the same results. For non-uniform la- 
bel noise and for attribute noise maximum agreement 
and maximum a posteriori are different. 

Haussler, Kearns, and Schapire derive a number of 
bounds on the sample complexity of Bayesian learning 
from noiseless data [Haussler et al., 19911. The Bayes 
and Gibbs algorithms form the backbone of their anal- 
ysis. The Bayes approach is a weighted voting scheme 
that need not behave like any member of the concept 
description language. It has the lowest probability of 
error of any classifier, but its evaluation requires enu- 
meration of a version space of consistent concepts (in 
the noiseless case) or the entire set of concepts (in the 
noisy case). For noiseless data, Gibbs chooses one of 
the consistent classifiers at random, according to the 
posterior probability distribution. This classifier can 
be found by enumerating the version space of consis- 
tent concepts once. If Gibbs were extended to noisy 
data, it would choose a classifier at random from all 
the version spaces (including those consistent with the 
least likely supposed sequences) according to the poste- 
rior probability distribution that accounts for the noise 
process. The MAP learning approach described here 
returns a single concept from the best version space, 
and can be viewed as an approximation to the Gibbs 
method. Selecting one such concept can be made de- 
terministic and tractable if a bias towards specific con- 
cepts is acceptable, e.g., by simply selecting a concept 
in the S set without enumerating the elements of any 
version space. 

Buntine describes a complementary Bayesian frame- 
work for empirical learning [Buntine, 19901. He sug- 
gests that the properties of the learning protocol that 
supplies the training data be analyzed probabilistically 
to provide guidance in constructing the learning algo- 
rithm. The MAP approach is entirely compatible with 
this recommendation. The main applied focus of Bun- 
tine’s work, however, is on learning uncertain classi- 
fiers from noiseless data. This paper focuses instead 
on learning deterministic classifiers from noisy data. 

Since our work uses version spaces, it is reasonable 
to discuss other version-space approaches to learning 
from noisy data. Mitchell’s original approach was to 
maintain version spaces consistent with smaller and 
smaller subsets of the data [Mitchell, 19781. Essen- 
tially, for each k: from 0 to a small constant K, a version 
space is computed that contains every concept consis- 
tent with any n - lc examples from a pool of n (and the 
remaining I% are effectively ignored). The first problem 
with this method is under-utilization of observations. 
Even when a simple noise model is correct and avail- 
able, observations are ignored. A second problem is 
that it pools classifiers consistent with likely subsets 
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of data and classifiers consistent with unlikely subsets 
of data. Convergence to a small set of classifiers will 
be difficult, especially for large I<, and for weakly bi- 
ased hypothesis languages. The MAP method sepa- 
rates the unlikely supposed sequences from the likely 
ones, avoiding much of this problem. 

Hirsh eneralizes Mitchell’s candidate elimination al- 
gorithm ‘i Mitchell, 19781 to permit the combination of 
version spaces, creating the incremental version space 
merging algorithm (IVSM) [Hirsh, 199Oa]. Like can- 
didate elimination, IVSM operates on version spaces 
in the boundary set representation. Adopting a gen- 
eralized view of version spaces as any set of concept 
definitions representable using boundary sets makes it 
possible to suggest a new *approach to handling noisy 
examples subject to bounded inconsistency (IVSM-BI) 
by including extra classifiers inconsistent with the data 
but not too far off from the observed data. However, 
to handle label noise the approach is effectively useless. 
When data are subject to attribute noise, the problem 
is less severe, but both likely and unlikely classifiers 
are included in version spaces with equal footing. 

Closing Remarks 
In many domains, probabilistic measurement processes 
and subjective judgements lead to noisy attribute val- 
ues and class labels. Three approaches have been taken 
in this regard: assume there is no noise, tolerate the 
noise, and exploit knowledge of the noise. The last 
approach is adopted in this paper. It is shown that 
learning from noisy data can be viewed as a problem 
of reasoning under uncertainty by incremental evidence 
combination. It is also shown that probabilistic reason- 
ing can be usefully applied in an integrated approach 
to learning from noisy data. 

The experiments described earlier are limited to the 
label noise problem for a conjunctive language with 
binary attributes, but the reasoning under uncertainty 
approach applies more widely. Other experiments were 
performed involving both real and synthetic data de- 
scribed by non-trivial tree-structured attributes. The 
technique was also applied to problems with attribute 
noise, where a different evidence representation is re- 
quired. In each case the test results bear out the useful- 
ness of the method. The performance of this technique 
on the well-known Iris flower database is comparable to 
that of other symbolic learning methods. An approach 
to learning DNF concepts based on this method has 
also been implemented. Preliminary test results on 
learning DNA promoters in E. Coli are encouraging. 

The experimental results cited so far summarize 
studies in which the experimental conditions exactly 
satisfy the assumptions underlying the algorithm, i.e., 
the noise model is known exactly. In a real situation 
exact values might be unavailable. A few early ex- 
periments using the uniform label noise model suggest 
that the learning procedure is robust with respect to 
the true noise level, but a thorough study has not been 

made. The excellent results during early learning (e.g. 
Figure 2) also indicate robustness, since apparent noise 
rates need not closely parallel actual noise rates. Re- 
sults using plausible noise models for the Iris and DNA 
promoter problems are encouraging on this point too. 
One of the important questions still to be addressed is 
how noise models and their parameters are acquired. 
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